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Elastic Stack

100% open source
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X-Pack

Single install
Extensions for the Elastic Stack
Subscription pricing

¢y

Security

Alerting
Monitoring
Reporting

Graph

Machine Learning
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Search and
analytics, it all
started here

More than 60% of our
customers have a search
or analytics use case




g Marktplaats

Doe-het-zelf en Verbouw
Fietsen en Brommers
Hobby en Vrije tijd

Huis en Inrichting
Huizen en Kamers
Kinderen en Baby's
Kleding | Dames
Kleding | Heren

Klussen

Motoren

Muziek en Instrumenten
Postzegels en Munten
Sieraden en Tassen
Spelcomputers, Games
Sport en Fitness
Telecommunicatie
Tickets en Kaartjes
Tuin en Terras
Vacatures

Vakantie

Verzamelen

Alle groepen...

N ¢ ‘ Postcode | Alle afstanden..D ¢ ‘ Zoek

Nieuw en populair

HEMA Poppenwagen G...
€20,00

Topadvertentie

Huis en Inrichting

Vrijstaande rechthoeki...
€40,99

Topadvertentie

Smoby Quinny poppen...
€38,95

Topadvertentie

Barokspiegel (s) Zwart ...
€99,00

Topadvertentie

Quinny poppenwagen V...
€39,95

Topadvertentie

Kast met glas in lood
€250,00

Poppenwagen Smoby ...
€39,99

Topadvertentie

Bijzettafel set Cube
€69,95

Homepagina Advertentie
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tinder

Swipe Right to
anonymously like someone
or Swipe Left to pass

oria, 28
\F’xg\ds w;\h sophie Teller

If they also Swipe Right
then “It’s a Match!”

tha S

Amanda liked you too

©

SEND A MESSAGE

KEEP SWIPING
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Logs Logs Logs,
many devices, ®
many systems

More than 40% of our
customers use our products e
for operational log analysis



verizon’

We collect more than
1.2 TB logs every day from
our infrastructure, web
servers, and applications.




75% of our customers
use our products for
multiple use cases




8

oldman
achs

1,000+ developers use the

Elastic Stack for use cases
from trade tracking to creating
new HR and compliance apps.



We send from Mars more than
30K messages
100K documents
4x a day for
operational, telemetry, anomaly
resolution, and log analysis.




DB-Engines Ranking of Search Engines

17 systems in ranking, June 2018
Rank Score
Jun May 3Jun DBMS Database Model Jun May Jun
2018 2018 2017 2018 2018 2017
1. 1 1. Elasticsearch (3 Search engine 131.04 +0.60 +19.48
2. 2. A3. Splunk Search engine 65.78 +0.68 +8.26
3. 3. ¥%2. Solr Search engine 62.06 +0.55 -1.55
4, 4 4.  MarkLogic Multi-model (& 10.97 +0.58 -1.16
Rank . .
sun  May Jun DBMS 5. 5 5.  Sphinx Search engine 6.38 +0.06 -0.39
2018 2018 2017 6. 6 6. Microsoft Azure Search Search engine 4,19 -0.05 +1.14
L. L 1. Oracle@ 7. 7. #8. Algolia Search engine 3.22 +0.06 +0.84
2. 2. 2. MySQL g3 . .
3 s 8. 8. ¥ 7. Google Search Appliance Search engine 2.70 +0.02 -0.34
. 3. 3 Microsoft L Server [z
Q = 9. 9 9. Amazon CloudSearch Search engine 2.13 -0.15 -0.22
4 * 4. PostgreSQL @ 10. A 11. A11.  Xapi Search engi 0.45 -0.01 -0.14
5 . s MongoDB 3 . ANLL AL apian earch engine . -0. -0.
6. 6. 6. DB2[E Relational DBMS 185.64 +0.03 -1.86
7. 7. A9. Rediskd Key-value store 136.30 +0.95 +17.42
8. #9. #a11. Elasticsearch 3 Search engine 131.04 +0.60 +19.48
9. &8 ¥ 7. Microsoft Access Relational DBMS 130.99 -2.12 +4.44
10. 10. 8. Cassandra 2 Wide column store 119.21 +1.38 -4.91

] . L 1
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https://db-engines.com/en/ranking/search+engine
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Elastic: Product Portfolio

Elastic .
Stack Security
User Interface ! Alerting
Monitoring
Store, Index, ! 0
& Analyze Graph
| B X-Pack
Reporting
|ngest i i Machine

Learning

'G Elastic Cloud
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Elasticsearch

Heart of the Elastic Stack

Distributed, Scalable High-availability Multi-tenancy

Developer Friendly Real-time, Full-text Search Aggregations

%@ elastic
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the Elastic Stack
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Dev Tools

Console Search Profiler Grok Debugger

1 GET shakespeare/_search

2= A

3-  "query": {

4~ "bool": {

5~ "must": [

6~ {

7~ "match": {

8~ "play_name": {

9 "fuzziness": "AUTOQ",
10 "query": "Kariolanus"
11 - }

12 }

13- s

14 - {

15~ "match_phrase": {

16 "text_entry": "Methinks thou"

4
-~

co~NOYUT A WN B
‘

'_l
S W
«

11
12

13 -
14 -

16
17
18
19~
20
21
22
23
24
25
26
27 ~
28 ~

20 .

History  Settings

"took": 10,

"timed_out": false,

"_shards": {
"total": 1,
"successful": 1,
"skipped": @,
"failed": 0@

1,

"hits": {
"total": 1,
"max_score": 13.928457,
"hits": [

{

"_index": "shakespeare",

"_type": "doc",

"_id": "25107",

"_score": 13.928457,

"_source": {
"type": "line",
"line_id": 25108,
"play_name": "Coriolanus",
"speech_number": 3,
"line_number": "1.6.18",
"speaker": "COMINIUS",
"text_entry": "Methinks thou speakst not well."

Help
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Beats

Window into the Elastic Stack

Ship data from the source

Ship and centralize in
Elasticsearch

Ship to Logstash for
transformation and parsing

Ship to Elastic Cloud

Libbeat: APl framework to
build custom beats

30+ community Beats

%@ elastic
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> B D @

PACKETBEAT METRICBEAT WINGLOGBEAT FILEBEAT HEARTBEAT
Network Data Metrics Window Events Log Files  Uptime Monitoring

Apachebeat, dockbeat, httpbeat,
mysgqlbeat, nginxbeat, redis beats,
twitterbeat, and more

More than 30 community Beats
and growing ...

%@ elastic
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o ONe

q
Logstash S e >

Data processing pipeline

Ingest data of all shapes, Parse and dynamically Transport data to any
sizes, and sources transform data output
Secure and encrypt data Build your own pipeline More than 200+ plugins

inputs
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Popular Data Sources v

salesforce y

((0» loT Web Apps # Archiving

X

Analysis

y

> D
q .

Monitoring

vy

v Alerting
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L
X-Pack B x

Extensions for the Elastic Stack

® 0 @ & B &

Machine
Learning

Security Alerting Monitoring Graph Reporting

%@ elastic



A NEW WAY TO EXPLORE DATA

Uses relevance capabilities of Elasticsearch

Discover linkages and connections

* Leverage APl and Ul-drive tool
X-Pack

EXTEND TO NEW USE CASES

Fraud discovery

Recommendations

Graph » Cyber security

Behavioral analyses

q .
27 ?? elastic
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X-Pack

¢)

Machine
Learning

29

UNSUPERVISED MACHINE LEARNING

* Automatically detect anomalies
« Advanced correlation and categorization
» |dentify root cause(s)

« Expose early warning signs

ENABLE NEW USE CASES

* Analyze time series data

 Detect Anomalies

« Expand security, IT Ops, fraud, finance, and
many more use cases

q .
%@ elastic



Machine Learning / Job Management / Create New Job / Single Metric job Q Q < O March 23rd 2017, 06:00:00.000 to April 22nd 2017, 04:59:00.000 >

Chartinterval: 1h BUII-R (V]| EX-TaVT Slle E1Z]

New job from index pattern server-*
Aggregation © Field © Bucket span ©
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A
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Elastic Cloud

Hosted Elasticsearch & Kibana
Includes X-Pack features
Free 14-day trial

'

Deployments
Custom plugins
Account

Help

Create deployment

Deployment name

Node capacity (Memory / Storage)

168 2GB 468 8GB 16GB 3268
24GB 48GB 96 GB 192 GB 384GB  768GB

Recommended for production

64GB
157TB

128 GB
378

192 GB
4578

256 GB
678

Choose the size of memory and disk for each node in the deployment. Deployment size can be changed later without downtime.

Need a larger deployment? Contact us.

Platform
mazon '-)
17 Webservices
Amazon Web Services Google Cloud Platform
Region
Asia Pacific (Tokyo) Asia Pacific (Singapore)
Asia Pacific (Sydney) EU (Frankfurt)

EU (Ireland) South America (Sao Paulo)

Summary
Cloud platform
Region
Memory

Disk storage
Zones

Hourly rate

Monthly rate

Amazon Web Services
US East (N. Virginia)
4GB

96 GB

1

$0.1645

$120

¢ o elasti
.oeas IC
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Elastic Cloud
Enterprise

Provision and manage multiple Elastic
Stack environments; Expose logging as a
service to your entire organization

¢

elastic cloud
N (N
- € G e
| & [ & | &
Elastic Stack Elastic Stack Elastic Stack
X-pack . x-pack x-pack
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Elasticsearch

Heart of the Elastic Stack

Distributed, Scalable High-availability Multi-tenancy

Developer Friendly Real-time, Full-text Search Aggregations

%@ elastic
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Elasticsearch is...

an open source, distributed, scalable, highly available, document-oriented, RESTT{ul, full text search engine with real-time search and
analytics capabilities

Apache 2.0 License
https://www.apache.org/licenses/LICENSE-2.0

Va
L

elastic


https://www.apache.org/licenses/LICENSE-2.0

Apache Lucene

* Created by - Doug Cutting

* Written in - Java

 Apache Solr, Elasticsearch Loy s B

Erik Hatcher
Otis Gospodnetic
Michael McCandless

36 % elastic
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Elasticsearch is...

An open source, distributed, scalable, highly available, document-oriented, RESTful, full text search engine with real-time search and
analytics capabilities

elastic
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Elasticsearch Cluster

Data is partitioned into shards
Each shard is a standalone Lucene index

Shard

Node
running Elasticsearch process

elastic
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Elasticsearch Cluster
shards are distributed across the nodes of a cluster

f....\
o T J

Elasticsearch Cluster

elastic
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Elasticsearch Cluster
shards are distributed across the nodes of a cluster

f....\
o J

elastic
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Elasticsearch Cluster
Documents are replicated between a primary and its replicas

@ N
n
o J

elastic



Elasticsearch Cluster
If node fails, all of the data is still available on the other nodes

/

o

%@ elastic
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Elasticsearch Cluster

Elasticsearch will promote a replica to a primary
And start replicating unassigned replicas

elastic



Elasticsearch Cluster

/

%@ elastic



Cluster

« Set using cluster.name:
 defaults to “elasticsearch”

config/elasticsearch.yml

cluster.name: elasticsearch

bin/elasticsearch -E cluster.name=elasticsearch

> @ elastic



Node

« Every node should have a unique node.name
* Nodes with the same cluster.name binds together.

config/elasticsearch.yml

node.name: "Node1"

bin/elasticsearch -E node.name=Node1

> @ elastic



Shard & Replica

curl -XPUT "http:/localhost:9200/books" -H 'Content-Type: application/json’ -d'
{

"settings": {
"number_of_shards": 5,
"number_of_replicas": 1

}
}I

curl -XPUT "http:/localhost:9200/books/_settings" -H 'Content-Type: application/json' -d'
{

"number_of_replicas": 0

}I

7 e elastic
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Elasticsearch is...

An open source, distributed, scalable, highly available, document-oriented, RESTful, full text search engine with real-time search and

analytics capabilities

Source: http://json.org }

"name" : "Craft"
"geo" : {
"city" : "Budapest",
"lat" : 47.49, "lon"
}

19.04

elastic



Elasticsearch is...

An open source, distributed, scalable, highly available, document-oriented, RESTful, full text search engine with real-time search and
analytics capabllities

me/thod hoit por\t ind\ex ty;\)e document id
—
$ curl -XPUT http:/localhost:9200/books/book/1 -d '

{

"title" : "Elasticsearch Guide",

"author" : "Kim",

"date" : "2014-05-01",

"pages” : 250
}’ -H 'Content-Type: application/json'
{"_index":"books","_type":"book","_id":"1","_version":1,"created":true}

> @ elastic



Indexing a Document
Use PUT command to index document.

curl -XPUT 'http:/localhost:9200/books/book/1"' -d '
{ "title": "Romeo and Juliet", "author": "William Shakespeare", "category":"Tragedies",
"written": "1562-12-01T20:40:00", "pages" : 125 }' -H 'Content-Type: application/json'

curl -XPUT 'http:/localhost:9200/books/book/2' -d '
{ "title" : "Hamlet", "author": "William Shakespeare", "category":"Tragedies",
"written": "1599-06-01T12:34:00", "pages" : 172 }' -H 'Content-Type: application/json'

curl -XPUT 'http://localhost:9200/books/book/3"' -d '
{ "title": "The Prince and the Pauper", "author": "Mark Twain", "category":"Children book",
"written": "1881-08-01T10:34:00", "pages" : 79}' -H 'Content-Type: application/json'

7 e elastic



Retrieving a Document
Use GET to retrieve an indexed document

curl -XGET 'http:/localhost:9200/books/book/1?pretty' -H 'Content-Type: application/json'

{

"_index" : "books",

"_type" : "book",

"id" ",

"_version" : 3,

"found" : true,

" _source" : {
"title" : "Romeo and Juliet",
"author" : "William Shakespeare",
"category" : "Tragedies",
"written" : "1562-12-01T20:40:00",
"pages" : 125

> @ elastic



Deleting a Document
Use DELETE command to delete index or document level.

curl -XDELETE localhost:9200/books/book/1 -H 'Content-Type: application/json'

curl -XDELETE localhost:9200/books -H 'Content-Type: application/json'

> @ elastic



Bulk API

Use _bulk API to run multiple commands

curl -XPOST "http://localhost:9200/books/book/_bulk" -d '

{"index":{"_id":"1"}}

{"title":"Romeo and Juliet","author":"William Shakespeare","category":"Tragedies","written":"1562-12-01T20:40:00","pages":125}
{"index":{"_id":"2"}}

{"title":"Hamlet","author":"William Shakespeare","category":"Tragedies","written":"1599-06-01T12:34:00","pages":172}
{"index":{"_id":"3"}}

{"title":"The Prince and the Pauper","author":"Mark Twain","category":"Children book","written":"1881-08-01T10:34:00","pages":79}
' -H 'Content-Type: application/json’

> @ elastic



Search documents
Use search API for search index.

curl -XGET "http://localhost:9200/books/_search?pretty=true"

{...
b
"hits" : {
"total" : 3,
"max_score" : 1.0,
"hits" : [{

"_source":
{ "title": "Romeo and Juliet", "author": "William Shakespeare", "category":"Tragedies", "written":
"1562-12-01T20:40:00", "pages" : 125 }
h

> @ elastic



URI Search

curl -XGET "http://localhost:9200/books/_search?pretty=true"
curl -XGET "http://localhost:9200/books/_search?qg=author:william&pretty=true"
curl -XGET "http://localhost:9200/books/_search?qg=william&df=author&pretty=true"

curl -XGET "http://localhost:9200/books/_search?
q=william%20AND%20romeo&pretty=true"

7 e elastic



Request Body Search

curl -XGET "http://localhost:9200/books/_search?pretty=true" -d'
{
"query": {
"match": {
"author": "william"
}

}
}' -H 'Content-Type: application/json’

7 e elastic
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Elasticsearch is...

An open source, distributed, scalable, highly available, document-oriented, RESTful, full text search engine with real-time search and analytics

capabilities

WIKIPEDIA

The Free Encyclopedia

Main page

Contents

Featured content
Current events
Random article
Donate to Wikipedia
Wikipedia store

Interaction
Help
About Wikipedia
Community portal
Recent changes
Contact page

Tools
What links here

Main Page Talk

& Not logged in Talk Contributions Create account Log in

Elastic Q
Elastic

Read View source View history

Elastic Heart

Elastic collision
Elasticity coefficient

‘ E 1 Wiki Loves Monuments: Photograph a monument, help Wikipediz E!astic recoil detection
r

Welcome to Wikipedia,

the free encyclopedia that anyone can edit.
5,231,264 articles in English

From today's featured article

A calutron (pictured) is a device that
separates isotopes of a chemical element by
ionizing, accelerating and deflecting them
using electric and magnetic fields. A type of
sector mass spectrometer, it was developed
by Ernest O. Lawrence at the Radiation
Laboratory at the University of California as

Elastic Love
Elasticsearch
Elastin
o Biography | gjagticHosts
e Geography | glastica

o Arts

containing...
Elastic
In the news

o Mother Teresa (pictured) is
officially declared a saint by
Pope Francis of the Roman
Catholic Church.

o Islam Karimov, the President
of Uzbekistan since 1991, dies
in office at the age of 78.

Mother Teresa

¢ o elasti
.oeas I1C
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RDBMS creates table

DOC TEXT

1 The quick brown fox jumps over the lazy dog

2 Fast jumping rabbits

q .
% elastic
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Elasticsearch creates inverted index

Fast jumps
The 1 lazy 1
brown 1 over 1
dog 1 quick 1
fox 1 rabbits 2
jumping 2 the 1

¢ o elasti
.oeas I1C
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Real inverted index looks like this
Elsticsearch runs TEXT ANALYSIS process during indexing time.

brown lazi

dog 1 over 1
fast 1,2 quick 1,2
fox 1 rabbit 2
jump 1,2

¢ o elasti
.qeas I1C



Tokenizing
Mostly uses Whitespace Tokenizer

TEXT

The quick brown fox jumps over the lazy dog
Fast jumping rabbits

-

TOKEN (TERM) TOKEN (TERM) TOKEN (TERM) TOKEN (TERM)

Fast jumps quick
The fox lazy rabbits
brown jumping over the

q .
61 % elastic
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Token Filtering - lowercase

T S T

Fast > fast jumps
The > the 1 lazy 1
brown 1 over 1
dog 1 quick 1
fox 1 rabbits 2
jumping 2 the 1

¢ o elasti
.oeas I1C
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Token Filtering — ascii folding

T S T

brown lazy
dog 1 over 1
fast 2 quick 1
fox 1 rabbits 2
jumping 2 the 1
jumps 1 the 1

¢ o elasti
.oeas I1C
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Token Filtering — remove stopwords

Stopwords:
a, an, are, at, be, but, by, do, for, i, no, the, to ...

T S N T

brown lazy
dog 1 over 1
fast 2 quick 1
fox 1 rabbits 2
jumping 2 the 4
jumps 1 the 4

¢ o elasti
.oeas I1C
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Stemming

Remove ~s, ~ing.
Use Snowball Token Filter mostly

T S T

brown lazy = lazi
dog 1 over 1
fast 2 quick 1
fox 1 rabbits - rabbit 2
jumping 2 jump 2
jumps 2> jump 1

q .
% elastic



Inverted Index

jumping, jumps became jump, so merge it into single index.

brown lazi
dog 1 over
fast 2 quick
fox 1 rabbit
jump 1,2

66

elastic



Synonym
We can define Fast and Quick as synonym.

T R T

brown lazi

dog 1 over 1
fast 1,2 quick 1,2
fox 1 rabbit 2
jump 1,2

q .
67 ° elastic
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_analyze API

We can simulated analyzer with _analyze API
analyzer consists of single tokenizer and multiple token filters

curl -XPOST "http:/localhost:9200/_analyze?pretty" -d '
{
"tokenizer": "whitespace"”,
"filter": ["lowercase", "stop", "snowball"],
"text": [
"The quick brown fox jumps over the lazy dog",
"Fast jumping rabbits"
]
}' -H 'Content-Type: application/json’

7 e elastic
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Searching
Searching text will be analyzed as well

N
T
DOC TEXT

1 The quick brown fox jumps over the lazy dog

2 Fast jumping rabbits

elastic



Termvectors API

curl -XGET "http:/localhost:9200/books/book/1/_termvectors?fields=author&pretty"

"terms": {

"shakespeare": {
"term_freq": 1,
"tokens": [ ... ]

b

"william"; {
"term_freq": 1,
"tokens": [ ... ]

}

> @ elastic



match query

Query is analyzed

curl -XGET "http:/localhost:9200/books/_search?pretty=true" -d'
{
llqueryll:{
"match": {
"author": "William"
}

}
}' -H 'Content-Type: application/json'

> @ elastic



term query
Query will be NOT analyzed

curl -XGET "http:/localhost:9200/books/_search?pretty=true" -d'

{
"query": {
"term": {
"author": "William"
}

}
}' -H 'Content-Type: application/json'

> @ elastic
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Mapplngs

Mapping can be created automatticaly.

+ Since 5.x text type data will be create keyword multi filed.

curl -XGET "http:/localhost:9200/books/_mappings?pretty"

"properties" : {

"author" : {
Iltypell - Iltextll,
"fields" : {

"keyword" : {

"type" : "keyword",
"ignore_above" : 256

}

¢ o elastic
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Keyword

- Raw data, which is not analyzed.

curl -XGET "http://localhost:9200/books/book/1/_termvectors?fields=author.keyword&pretty"

"terms" : {
"William Shakespeare" : {
"term_freq" : 1,
"tokens" : [ ... ]
}
}

¢ o elastic



Keyword

« Can be queried with Term query.

curl -XGET "http://localhost:9200/books/_search?pretty=true" -d'

{
Ilqueryll:{
"term": {
"author.keyword": "\William Shakespeare"
}

}
}' -H 'Content-Type: application/json'

> @ elastic
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Aggregation

Search =——»>

Search by property name

Filter properties by

aggregation

Property Class

) %k %%k 5 Stars (9)
[0 %% %% 4 Stars (55)
) %%k 3 Stars (122)
([0 %% 2 Stars (195)

() % 1 Star (10)

Price Per Night

() Less than $75 (1)

() $75 to $124 (38)

() $125 to $199 (95)

[ $200 to $299 (76)

() Greater than $300 (51)

Neighborhood

@® San Francisco (and vicinity)
O Bernal Heights

O Castro

© Chinatown

© Chinatown

Show more
Amenities

[J High-speed Internet (384)
([J Air conditioning (257)

[J Swimming pool (81)

() Babysitting service (10)

([ Business services (180)

Pier 2620 Hotel Fisherman's Wharf % %

Fisherman's Wharf Map @
Book Now - Save 15% in Fisherman's Wharf

Free WiFi & 50" TVs. Next to Cable Car stop, steps from Ghirardelli
Square, Alcatraz Ferry, Pier 39. Newly renovated Lobby Level.

1-866-264-5744 « Free Cancellation
38 people booked this property in the last 48 hours

Villa Florence % &k * @

Union Square  Map @

1-866-267-9053 * Expedia Rate ¥ Free Cancellation
16 people booked this property in the last 48 hours

Handlery Union Square Hotel % %%y
Union Square  Map @

1-866-272-4856 + Free Cancellation

26 people booked this property in the last 48 hours

Stanford Court San Francisco %% % @

Union Square  Map @
1-866-276-6393 + Free Cancellation

Very good! 4.2/5
(1,607 reviews)

Expedia+ points applied

$336 $332

rate per night
Sponsored
+ Reserve Now, Pay Later

€ Earn 2,322 points

Good! 3.8/5
(391 reviews)
Expedia+ points applied @

$366 $237

avg/night
member price

+ Reserve Now, Pay Later
© Earn 1,661 points

Good! 3.9/5
1,355 reviews
Expedia+ points applied

$299 $195

rate per night
member price

+ Reserve Now, Pay Later

© Earn 1,364 points

Very good! 4.1/5

(1,004 reviews)

Expedia+ points applied @
In high demand!

hits

% elastic
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Aggregation

Can be used with query on _search API

curl 'localhost:9200/ _search' -d’

{
"query" : {
/I query
b
"aggregations" : { // or “aggs”
“aggs_name” : {
/I a set of aggregation
}
}
¥

> @ elastic



Aggregation
Can be used with query on _search API

curl -XGET "http://localhost:9200/books/_search?pretty" -d'

{ "aggregations" : {
"query": { "authors" : {
"match_all": {} "doc_count_error_upper_bound" : 0,
} "aggs:: { "sum_other_doc_count" : 0,
"authors": { "buckets" : [
n m, ) {
t"(:ir;\ :.. . .{. e e "key" : "William Shakespeare",
] HEY "doc_count" : 2
} )
} {
}

"key" : "Mark Twain",
"doc_count" : 1
}
]
}

}' -H 'Content-Type: application/json'

> @ elastic
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Aggregation
Bucket, Metric, Pipeline
* Bucket

- Creats bucket, sub-group of documents.
- Bucket can conatin another aggregation.

* Metric
- Calculates number field.

* Pipeline
- Re-calculate Metric aggregation.

elastic
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Aggregation

percentile
percentile_ranks
cardinality
significant_terms
top hits
scripted_metric
filters

range

geohash

terms
histogram
date_histogram
stats

extended stats
min / max

sum

pipeline aggregations

% elastic



Agg. Combination

curl -XGET "http://localhost:9200/books/_search?pretty" -d'
{

"query": {
"match_all": {}
}, "aggs":{
"authors": {
"terms": {
"field": "author.keyword"
b
"aggs": {
"pages_per_author": {
"sum": { "field": "pages" }
}
}
}
}

}' -H 'Content-Type: application/json’

"aggregations" : {
"authors" : {
"doc_count_error_upper_bound" : 0,

"sum_other_doc_count" : 0,
"buckets" : [

{

"key" : "William Shakespeare",
"doc_count" : 2,
"pages_per_author" : {
"value" : 297.0
}
h
{
"key" : "Mark Twain",
"doc_count" : 1,
"pages_per_author" : {
"value" : 79.0
}
}
]

> e elastic
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Agg. Combination in Kibana

© @200
@ 404
@ 301
@® 206
@ 304
® United States
@ France
® Netherlands
® Indonesia
@ Kazakhstan
@ United Kingdom
@ Brazil
® Germany
@ Turkey

"aggregations": {
II2II: {

"doc_count_error_upper_bound": 0,
"sum_other_doc_count": 145,
"buckets": [

{
"3t {
"doc_count": 267343,
"buckets": [
{
"key": "United States",
"doc_count": 105999,
"score": 0.010441924596790206,
"bg_count": 115895

"key": "France",

""doc_count": 18450,

"score": 0.004923687375361934,
"bg_count": 19325

"key": "Netherlands",
"doc_count": 13905,
"score'": 0.004078378127678101,
"bg_count": 14469
}
1
}I
"key": 200,
"doc_count": 267343
}I
{
"3t {

%@ elastic
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Search sequence — 1. Query Phase
Coordinate node transfers query to every single shard of index.

elastic
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Search sequence — 1. Query Phase
All shard returns doc_id and ranking score with size of query.

elastic
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Search sequence — 2. Fetch Phase
Coordinate node sorts docs by ranking, and request top size of documents again.

~

elastic
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Search sequence — 2. Fetch Phase
Shard returns full document contents, including _source.

elastic
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Ranking algorithm.

TF/IDF Usually.

fa
max{fy 4 :t' € d}

tf(t,d) = 0.5+ 0.5 -

N

idf(¢, D) = log {decD icd)

tfidf (¢, d, D) = tf(t, d) - idf(t, D)

Elasticsearch uses BM25

n

score(D, Q) = ZIDF(q,;) .

i=1

f(QiaD) : (kl + 1)

f(gi, D) + ki - (1_b+b.

|D|
avgdl

3

elastic



TF / IDF

Term Frequency / Inverse Document Frequency

* Term Frequency
- The more a term appears in a field, the more important it is

* Inverse Document Frequency
- The more documents that contain the term, the less important the term is.

ooooooooooooooooooooooo
eeeeeeeeeeeeeeeee

q .
88 ° elastic
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Elasticsearch is...

An open source, distributed, scalable, highly available,

capabilities

document-oriented, RESTful, full text search engine with real-time search and analytics

Traffic Analytics

*

Total Visitors

140,000

120000
100000
£ 80000
3
Y 60,000
40000
20000
o
NA zu
Top Visitors
Top Visitors = Q
46.105.14.553

66.249.73.135
177.135.170.179
208.115.113.88
208.115.111.72
198.143.129.170
50.16.19.13
202.43.182.16
209.85.238.199
128.30.28.58

Response Codes by Continents

319,136

Total Visitors

Continent

Count =
9,101
8,405
7,862
3519
3322
3,288
2814
2,599
2,541
247

oc

Bytes
1428
323vB
10.6MB
48.1MB
38.8MB
9.3MB
14.2MB
426.5KB
23.6MB
123.2MB

Unique Visitors

© @200

403
® 204
0216
®500
® 205

Error? =

Geomap

New Add Save Open  Share  ExportPDF (@ -2yearsagoto-ayearago

Download Volume Response Codes
" © @200
®206
®301
@304
@400
r 003
® 404
Unique Visitors Download Volume ®.405
o6
Traffic by Country
12000 © @ United states
® France
10,000 ® Germany
® China
000 ® Netherlands
g @ United Kingdom
3 oo ®Brazil
@ India
4000 ® Canada
‘@ Russian Federation
2000

2014091817:00 201409221700 201409261700 2014.093017:00 201410041700 2014-10.0817:00 2014-10-1217:00  2014-10-1617:00
@timestamp per 12 hours

elastic
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Lucene Segments

Files contains Inverted Index, Doc Value, source, etc...

document shard segment

fl/ l I/ )

Elasticsearch creates segment
every single second (default).

Segment is immutable - which is
can’t be changed

Small segment will be merged into
big segment.

[ ) .
%@ elastic
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Segment Merge

http://blog.mikemccandless.com/2011/02/visualizing-lucenes-segment-merges.html

-

~

Va
L
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@ elastic

Thank you

https://www.elastic.co/community
https://www.facebook.com/groups/ElasticindiaUserGroup/
community@elastic.co
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